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Computational Methods

I Computation key to modern economics and finance.

- Vastly expands scope of possible research.

- Methods used make huge difference for efficiency and accuracy of computation.

I Lots of languages to choose from:

- Low-level (fast but unfriendly): C++, Fortran.

- High-level (slower but friendly): Matlab, Python, Julia.

I Overview:

- This lecture: building blocks (approximation, differentiation, integration).

- Next lecture: solving dynamic models.
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Approximation
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Approximation

I Key idea: approximate f (x) using a finite number of basis functions

f (x) '∑
i

ψi(x)bi = ψ(x)′b

I Two standard approaches:

1. Collocation: use same number of {xi} and {bj}, set f (xi) = ψ(xi)
′b, ∀i.

2. Regression: use more {xi} than {bj}, minimize ||f (xi)− ψ(xi)
′b||2.

I Also works for functions defined implicitly (e.g., optimal controls): g(f (x), . . .) = 0.

1. Collocation: set g(ψ(xi)
′b, . . .) = 0, ∀i.

2. Regression: minimize ||g(ψ(xi)
′b, . . .)||2.
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Polynomial Bases
I Natural choice for ψ functions are polynomials. But naive application doesn’t work!

I Runge phenomenon: polynomial collocation at equally spaced points may never converge.

Source: John D. Cook
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Polynomial Bases

I In principle, polynomial basis is fine, the problem is the evenly spaced grid.

I In practice, using ordinary polynomials is not a good idea.

- Higher order polynomials are highly correlated and tend to explode.

I Better choice: orthogonal polynomials (w.r.t. some weight function w):
∫

w(x)φi(x)φj(x) = 0, ∀i 6= j.

I Examples: Chebyshev, Legendre, Laguerre, Hermite.
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Chebyshev Polynomials
I Best choice on a bounded grid: Chebyshev polynomials.

- Orthogonal polynomials using weight w(x) =
(
1− x2)1/2 defined on [−1, 1].

I Recursive definition: T0(x) = 1, T1(x) = x,

Tn+1(x) = 2xTn − Tn−1(x).

14 Approximation Theory and Approximation Practice

(Chebyshev polynomials were introduced by Chebyshev in the 1850s, though
without the connection to the variables z and θ [Chebyshev 1854 & 1859]. The
label T was apparently chosen by Bernstein, following French transliterations
such as “Tchebischeff.”) The Chebyshev polynomials are a family of orthogonal
polynomials with respect to a certain weight function (Exercise 3.7), but we
shall use orthogonality until Chapters 17–19.

It follows from (3.8) that Tk satisfies −1 ≤ Tk(x) ≤ 1 for x ∈ [−1, 1] and
takes alternating values ±1 at the k+1 Chebyshev points. What is not obvious
is that Tk is a polynomial. We can verify this property by the computation

1
2 (z + z−1)(zk + z−k) = 1

2 (z
k+1 + z−k−1) + 1

2 (z
k−1 + z−k+1)

for any k ≥ 1, that is,

2xTk(x) = Tk+1(x) + Tk−1(x), (3.9)

or in other words
Tk+1(x) = 2xTk(x)− Tk−1(x). (3.10)

By induction, this three-term recurrence relation implies that for each k ≥
1, Tk is a polynomial of degree exactly k with leading coefficient 2k−1. In
Chapters 18 and 19 the coefficients of this recurrence will be taken as the entries
of a “colleague matrix,” whose eigenvalues can be computed to find roots of
polynomials or quadrature nodes.

The Chebfun command chebpoly(n) returns the chebfun corresponding to
Tn.

1 Here for example are T1, . . . , T6:

for n = 1:6, T{n} = chebpoly(n); subplot(3,2,n), plot(T{n}), end
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These plots do not show the Chebyshev points, which are the extremes of each
curve: thus the numbers of Chebyshev points in the six plots are 2, 3, 4, 5, 6,
and 7.

Here are the coefficients of these polynomials with respect to the monomial
basis 1, x, x2, . . . . As usual, Matlab orders coefficients from highest degree down
to degree zero.

1The name of the software system is Chebfun, with a capital C. A representation of a
particular function in Chebfun is called a chebfun, with a lower-case c.

Source: Trefethen (2013)
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Chebyshev Polynomials
I Combine with Chebyshev-Lobatto nodes (points where Tj reach extrema):

xk = cos(kπ/n), k = 0, . . . , n

I Some texts will use Chebyshev roots (zeros), but extrema usually better.

I Amazingly accurate for smooth functions.

- Close to minmax approximation (achieves smallest L∞ error) among polynomials.

- Error related to magnitude of highest order coefficient. Check that it goes to zero.

- Even works pretty well for non-smooth functions.

2. Chebyshev points and interpolants 9

Similarly, here is the Chebyshev interpolant of degree 25:

plot(f,'k'), p = chebfun(f,26); hold on, plot(p,'.-')
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Degree 25 Chebyshev interpolant

Here are a more complicated function and its interpolant of degree 100:

f = sin(6*x) + sign(sin(x+exp(2*x)));

plot(f,'k'), p = chebfun(f,101); hold on, plot(p)
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Degree 100 Chebyshev interpolant

Another way to use the chebfun command is by giving it an explicit vector
of data rather than a function to sample, in which case it interprets the vector
as data for a Chebyshev interpolant of the appropriate order. Here for example
is the interpolant of degree 99 through random data values at 100 Chebyshev
points in [−1, 1]:

p = chebfun(2*rand(100,1)-1); plot(p,'-'), hold on, plot(p,'.k')
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Chebyshev interpolant through random data

Source: Trefethen (2013)
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Chebyshev Polynomials: Recipe
1. Compute Chebyshev nodes (extrema) on [−1, 1]:

zk = cos(kπ/n), k = 0, . . . , n

2. Compute Chebyshev polynomials on grid: Tj(zk), j = 0, . . . , n.

3. Adjust to interval [a, b]:

xk = a +
(

b− a
2

)
(zk + 1)

4. Fit polynomial using collocation, so that f (xk) = T(zk)b for all k:

b = T(z)−1f (x)

5. Evaluate approximation:

f (x) '
n

∑
j=0

bjTj

(
2

x− a
b− a

− 1
)
= T

(
2

x− a
b− a

− 1
)

b
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Piecewise Basis Functions
I Nests piecewise-linear interpolation using hat functions: max(1− |x− c|/m, 0).

- Centered at c, nonzero on (c−m, c + m).

I Example: evenly spaced {x1, . . . , xN} placed m apart.

- For all i, add hat function for each ci = xi.

- Extrapolation requires treating end-points differently, see Pfluger (2010). 2.1. Basics

h3=2-3
xi

f(x)
u(x)=iii(x)u(x)

0 1
0
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2

3

0 1
0

1
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3

Figure 2.1.: One-dimensional piecewise linear interpolation u(x), dashed, of a function
f(x), solid, (left) by a linear combination of hat basis functions (right). In
this example, we are not considering a suitable treatment of the boundary.

2.1.1. Interpolation on a Full Grid

We consider the piecewise d-linear interpolation of a function f : Ω→ R. The function
f might be given only algorithmically, i.e., we might not know a closed form of f but we
need to be able to evaluate f at arbitrary points using a numerical code. As we want
to discretize our domain of interest Ω, we restrict Ω to a compact sub-volume of Rd. In
the following, we will consider the d-dimensional unit-hypercube, Ω := [0, 1]d. First, we
restrict ourselves to functions which are zero on the domain’s boundary ∂Ω.

To construct an interpolant u of f , we discretize Ω via a regular grid, obtaining equidis-
tant grid points xi with the mesh width hn := 2−n in each dimension for some dis-
cretization or refinement level n, at which we evaluate and interpolate f . If we define
a suitable set of piecewise d-linear basis functions ϕi(~x), we can obtain u(~x) from the
space of continuous, piecewise d-linear functions Vn by combining them adequately as a
weighted sum of basis functions, i.e.

f(~x) ≈ u(~x) :=
∑

i

αiϕi(~x)

with coefficients αi. Figure 2.1 sketches the idea for a one-dimensional example, using
the standard nodal basis.

The curse of dimensionality, encountered when using a full grid, can be circumvented
by a suitable choice of basis functions: We need a basis where the relevant information
is represented by as few basis functions as possible. Most basis functions can then be
omitted as they contribute only little to the interpolation of f , reducing a full grid to
a sparse grid and allowing us to handle higher-dimensional functions than before. A
suitable basis can be found by a hierarchical construction as introduced in the following
section.

7

Source: Pfluger (2010)
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Piecewise Basis Functions

I Many other piecewise functions possible:

- Piecewise polynomials

- B-Splines

- Wavelets

I Less efficient than Chebyshev polynomials, but can be more robust for non-smooth f (x).

- Better for extrapolating off the interval.

I Beware of non-differentiabilities.

- Some schemes like “natural” cubic splines can ensure continuous differentiability.
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Multivariate Approximation

I For several variables, simple but inefficient approach is tensor product (nd gridpoints):

f (x1, . . . , xd) = ∑
j1,...,jd

bj1,...,jd · ψj1(x1) · · ·ψjd(xd)

I More efficient approach: sparse grids (prune gridpoints and basis functions).

- Basic idea: don’t need interactions of high-order terms with high-order terms.

I Most common implementation: Smolyak sparse grid (Judd, Maliar, Maliar, Valero, 2013).

- Divide gridpoints and basis functions into levels ` = 1, 2, 3, . . ..

- Only include terms such that `1 + . . . + `d ≤ m + d, where m is approximation level.
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Sparse Grids

I For sparse grids need to choose hierarchical basis.

- Means that adding next level won’t change lower-order approximation.

- Orthogonal polynomials (i.e., Chebyshev) work.

2.1. Basics

.
x1,1

.

.

x2,1 x2,3

x3,1 x3,3 x3,5 x3,7

1,1

2,1 2,3

3,1 3,3 3,5 3,7

l =1

l =3

l =2

W1

W3

V3W2

.
x1,1

.

.

x2,1 x2,3

x3,1 x3,3 x3,5 x3,7

x2,2

x3,2 x3,6x3,4

V1

V2

V3

Figure 2.2.: One-dimensional basis functions ϕl,i and the corresponding grid points xl,i
up to level n = 3 in the hierarchical basis (left) and the common nodal point
basis (right).
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Figure 2.3.: The same one-dimensional piecewise linear interpolation u(x) of f(x) as in
Fig. 2.1 (left), but this time using the hierarchical basis functions, and the
corresponding weighted basis functions (right).

9

Source: Pfluger (2010)
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Source: Pfluger (2010)
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Sparse Grids
I Next choose levels of gridpoints, typically extrema of basis functions at that level.

- Combine and you are done!

2.2. Boundary Treatment

l1=1 l1=2 l1=3 l1

l2=1

l2=2

l2=3

l2

V
(1)

3

Figure 2.5.: The two-dimensional subspaces W~l up to l = 3 (h3 = 1/8) in each dimension.
The optimal a priori selection of subspaces is shown in black (left) and the

corresponding sparse grid of level n = 3 for the sparse grid space V
(1)

3 (right).
For the full grid, the gray subspaces have to be used as well.

Figure 2.6.: Sparse grids in two and three dimensions for level n = 6.
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Source: Pfluger (2010)
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Adaptive Sparse Grids
I Smolyak sparse grid scheme is mechanical, doesn’t depend on actual function.

- What if we could use the shape of the function to determine where to put more points?

I Adaptive Sparse Grids (see e.g., Brumm and Scheidegger, 2013) add higher order terms only
around points with poor approximation (large |bj| coefficients).

- Nice module sg++ available in C++ and Python.

Figure 6: Evaluation of the function given by Eq. 36 at the adaptive sparse
grid points (red diamond) and the ‘full grid’ (blue dots). Both grids attain an
maximum error e = O

(
10−2

)
. The adaptive sparse grid reaches this level of

convergence with 109 points, whereas the full grid needs 1023 points.

Figure 7: Evaluation of Eq. 37 at the grid points obtained by the adaptive sparse
grid algorithm ‘setting B’ after 15 refinement steps.

a line-singularity, as shown in Fig. 7. In Fig. 8, we show the convergence rate of
‘setting A’ and ‘setting B’ with respect to the required grid points, and compare

14

Source: Brumm and Scheidegger (2013)
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Neural Nets
I Highly promising approach from machine learning with professional-quality open source

software (PyTorch, TensorFlow, etc.).

f (x) ' b0 +
n

∑
q=1

bqφ

(
aq,0 +

d

∑
i=1

aq,ixi

)
.

I Key idea: optimally interacts different variables to fit data.

I φ is an activation function.

- Examples: (a) ReLU, (b) sigmoid, (c) hyperbolic tangent.

and apply a nonlinear function σ(·) on that output. This nonlinear function is known as

an activation function. Figure 1a shows the rectified linear unit (Jarrett et al. (2009) ),

the default choice in most applications.

Figure 1: Activation functions
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Panel (a) shows the rectified linear unit (ReLu), the most common activation function used in applications.

It is loosely based on how actual neurons behave. For inputs below a certain threshold, the neuron

doesn’t fire. For a sufficiently high input, however, the neuron produces a roughly linear signal. The

simple form of the ReLu makes it computationally less costly than the alternatives, that typically involve

exponentiations. For applications that involve the computation of the second order derivatives, however,

the ReLu activation function is not suitable. Panels (b) and (c) show two possible alternatives, the

sigmoid function σ(x) = 1
1+e−x and the hyperbolic tangent tanh(x) = 1−e−2x

1+e−2x .

Let H0 = σ(〈W0, X
i〉+ b0) be the output of this nonlinear function (known as hidden

unit). We can perform this operation for a set of vectors and coefficients {Wj, bj}j∈0,1,...,nH−1
,

and stack these hidden units into a vector H ∈ RnH . Finally, a (single-layer) neural net-

work takes a linear combination of H to produce the final output: Y = 〈H,WnH
〉 + bnH

.

Figure 2a shows a neural network with five hidden units.

7

Source: Duarte (2018)
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Neural Nets
I Two key theorems:

1. Universal Approximation Theorem (Hornik, Stinchcombe, White 1989): a neural network with at
least one hidden layer can approximate any Borel measureable function mapping
finite-dimensional spaces to any desired degree of accuracy.

2. Breaking the Curse of Dimensionality (Barron, 1993): a one-layer neural net achieves integrated
square errors of O(1/Q) where Q is the number of nodes.Figure 2: Feedforward Neural Network
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The green circles represent each entry of the input vector X(i) =
[
X

(i)
1 , X

(i)
2 , X

(i)
3 , X

(i)
4

]′
. The hidden

units are represented by purple circles. Each hidden unit perform a composition of a nonlinear function

(activation function) and a linear transformation of the outputs of the previous layer. The outputs of

the final hidden layer layer are combined linearly to produce the final output. Θ is the collection of all

parameters of the network.

It has been show that with enough hidden units, one can uniformly approximate any

continuous function on compact subsets of Rn (known as the Universal Approximation

Theorem, Gybenko (1989)).4 That result, surprising as it may appear at first, may be

familiar to financial economists. Indeed, in the particular case where (1) the activation

function σ(·) is the rectified linear unit, (2) the input X is scalar, and (3) the weights are

unit weights (Wj = 1 ∀j), the output of the j-th hidden unit is the payoff of a call option

on X with strike −bj. The output layer, therefore, combines many call options to produce

a given payoff. Hence, the result is an extension of the options spanning theorem, which

shows that any contract can be formed as portfolios of options (Ross (1976)).

The neural network shown in Figure 2a can be generalized to include many hidden

layers, stacked one after the other. In that case the network is called a deep neural

4 More precisely, the theorem shows that the set of linear combinations of sigmoidal activations
functions is dense in the set of continuous functions on the unit cube.

8

Source: Duarte (2018)
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Differentiation

Dan Greenwald 15.472: Computational Methods I Fall 2021 19 / 31



Numerical Derivatives

I Simplest formula: forward difference (where ei has ith entry 1 and other entries 0).

fi(x) ≡
∂f (x)

∂xi
=

f (x + hei)− f (x)
h

+ O(h).

I Derive from Taylor approximation: f (x + hei) = f (x) + fi(x)h + O(h2).

I We can do better with centered difference. Use the second-order approximation

f (x + hei) = f (x) + fi(x)h +
1
2

fii(x)h2 + O(h3)

to obtain

fi(x) =
f (x + hei)− f (x− hei)

2h
+ O(h2).

I Floating point can’t track differences < 1e-16, so use h ' 1e-5 or 1e-6.
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Numerical Derivatives

I Same logic applies to computing second derivatives: fij(x) ≡ ∂2f (x)/∂xi∂xj.

I Important for MLE standard errors. Don’t use the Hessian given by the solver!

I Again, use Taylor approximation:

f (x + hiei + hjej) = f (x) + fi(x)hi + fj(x)hj +
1
2

[
fii(x)h2

i + 2fij(x)hihj + fjj(x)h2
j

]
+ O(h3)

I Good estimate cancels lower-order terms:

fij(x) =
f (x + hei + hej)− f (x + hei − hej)− f (x− hei + hej) + f (x− hei − hej)

4h2 + O(h2)

I Don’t make h too small (1e-5 or 1e-6 should be fine).
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Automatic Differentiation
I Great alternative to numerical derivatives: automatic differentiation.

- Not the same as symbolic diff. where computer “knows” that derivative of log(x) is 1/x.

I In practice, computer doesn’t use any operators other than +,−,×,÷.

- Computer uses Pade approximation using only floating point operations to eval e.g., log(x).

- Key idea: these are all differentiable operations!

- Automatic differentiation essentially runs a giant chain rule to get exact derivative.

I Benefit relative to symbolic derivatives: usually much faster.

- Total time to compute gradient on order of single evaluation, regardless of number of variables.

I Many standalone packages (e.g., ADOL-C for C++, Jax for Python).

- Often comes standard in neural net software (e.g., PyTorch).
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Integration
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Quadrature

I Evaluating integrals (expectations) is a big part of economic modeling. Often no closed form.

I Quadrature methods approximate integrals using sums:

∫ b

a
f (x) dx '∑

i
ωif (xi)

I Deep connection between quadrature methods and approximation methods.

I Most quadrature formulas are obtained by approximating the function and then analytically
integrating the approximation.
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Quadrature: Newton-Cotes Formulas
I Use when points {xi} are exogenously given or are equally spaced. Start with interval [a, b].

I Midpoint rule (constant function, one evaluation):

∫ b

a
f (x) dx = (b− a)f

(
a + b

2

)
+

(b− a)3

24
f ′′(ξ), ξ ∈ [a, b].

I Trapezoid rule (linear interpolation, two evaluations):

∫ b

a
f (x) dx =

b− a
2

[
f (a) + f (b)

]
− (b− a)3

12
f ′′(ξ), ξ ∈ [a, b].

I Simpson’s rule (piecewise quadratic, three equally spaced evaluations):

∫ b

a
f (x) dx =

b− a
6

[
f (a) + 4f

(
a + b

2

)
+ f (b)

]
− (b− a)5

2880
f (4)(ξ), ξ ∈ [a, b].
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Quadrature: Newton-Cotes Formulas

I These methods don’t work well applied directly to the entire interval, but can achieve high
accuracy when applied to many subintervals (“composite” rules):

∫ b

a
f (x) dx '

N−1

∑
i=1

I(xi, xi+1)

I Composite Simpson’s rule, for equally spaced points h distance apart:

∫ b

a
f (x) dx ' h

3

[
f (x0) + 4f (x1) + 2f (x2) + 4f (x3) + · · ·+ 4f (xn−1) + f (xn)

]
.

I Adaptive Simpson’s method: recursively keep subdividing intervals as long as

|S(a, m) + S(m, b)− S(a, b)| > 15ε

where S is Simpson’s quadrature, m is the midpoint of (a, b), and ε is the target error.
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Quadrature: Gaussian Formulas

I Can typically do much better using Gaussian quadrature, which cleverly picks points {xi} to
attain high efficiency.

I Typically defined relative to a weight function w.

∫ b

a
w(x)f (x) dx '

n

∑
i=1

ωif (xi)

I Exact for all polynomials up to degree 2n− 1.

I Basic idea: use nodes of orthonomal polynomials w.r.t. weight w.

- For each scheme, look up {wi, xi} for given n or use specialized scripts.

- Check on test function (e.g., f (x) = 1) to make sure normalization is right.
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Gauss-Legendre Quadrature

I Weight function: w(x) = 1. Domain: [−1, 1].

∫ 1

−1
f (x) dx '∑

i
ωif (xi)

I Arbitrary domain:

∫ b

a
f (x) dx ' b− a

2 ∑
i

ωif
(
(xi + 1)(b− a)

2
+ a
)

I Scaled weights, nodes: ω̃i =
(b− a)ωi

2
, x̃i = a +

(xi + 1)(b− a)
2
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Gauss-Hermite Quadrature
I Weight function: w(x) = exp(−x2). Domain: (−∞, ∞).

∫ ∞

−∞
f (x) exp(−x2) dx '∑

i
ωif (xi)

I Use change of variable x = (y− µ)/
√

2σ to integrate N(µ, σ2) random variable:

E[f (Y)] =
1√
2π

∫ ∞

−∞
f (y) exp

{
−1

2

(
y− µ

σ

)2
}

dy

= π−1/2
∫ ∞

−∞
f
(√

2σx + µ
)

exp(−x2) dx

' π−1/2
n

∑
i=1

ωif
(√

2σxi + µ
)

.

I Scaled weights, nodes: ω̃i = π−1/2ωi, x̃i =
√

2σxi + µ.
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Gauss-Laguerre Quadrature

I Weight function: w(x) = exp(−x). Domain: (0, ∞).
∫ ∞

0
f (x) exp(−x) dx '∑

i
ωif (xi)

I Use change of variable x = r(t− s) for time discounting problems:

∫ ∞

s
e−rtf (t) dt =

e−rs

r

∫ ∞

0
f
(x

r
+ s
)

e−x

' e−rs

r

n

∑
i=1

ωif
(xi

r
+ s
)

I Scaled weights, nodes: ω̃i =
e−rs

r
ωi, x̃i =

xi
r
+ s
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Multidimensional Quadrature

I For multiple integral, simple but inefficient approach is tensor product:
∫ ∫

f (x, y) dx dy '∑
i

∑
j

ωx
i ω

y
j f (xi, yj).

I More efficient methods exist in higher dimensions:

1. Monomial methods: Stroud (1971)

2. Sparse Grid Integration: Heiss and Winschel (2008), Gerstner and Griebel (1998)

I Both approaches choose smart combinations of quadrature points for integration.

I Last resort is Monte Carlo: simulate and take sample average in place of expectation.

- Can improve by using low discrepancy sequence (e.g., Sobol sequence).

Dan Greenwald 15.472: Computational Methods I Fall 2021 31 / 31


